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Figure 1: Real-time Bayesian human-in-the-loop personalization. (a) The framework uses a prior and observation model to
interpret feedback, Bayesian updating to maintain a user belief state, and an adaptive policy to select the next query and
produce a personalized configuration. (b) Pairwise selection interface for head-tracked HRTF personalization, with a confidence
visualization shown for illustration only and not presented during the user study.

Abstract
Selecting a personalized head-related transfer function (HRTF) is
essential for accurate spatial audio, but remains challenging due to
substantial user variation and noisy subjective feedback.We present
a real-time, uncertainty-aware perceptual interaction loop for HRTF
personalization: after each paired comparison, the system updates
a posterior belief over candidate HRTFs and immediately adapts
the next query to maximize informativeness. Our system couples
Bayesian preference learning with real-time head-tracked binaural
rendering, enabling head motion to actively inform comparisons.
In a controlled within-subject psychophysical study, uncertainty-
aware interaction (with optional head tracking) provides directional
posterior evidence for localization improvements—primarily sug-
gestive reductions in azimuth error and front–back confusions
concentrated in the front hemisphere—alongside participant-level
heterogeneity and a partially mitigated elevation trade-off, rather
than uniformly decisive effects across all metrics.
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1 Introduction
Realistic spatial audio in stereo is achieved using binaural models
that mimic human hearing. These systems use head-related trans-
fer functions (HRTFs) to recreate sound direction, distance, and
spatial stability [4, 12]. Individual ear, head, and torso morphol-
ogy alters how sound reaches the ears and affects HRTF spatial
localization accuracy. Because HRTFs vary substantially across indi-
viduals, population-average HRTFs can cause poor externalization
and front–back confusions [21, 22, 30]. Measuring individualized
HRTFs offers high fidelity but is yet impractical at scale [2], moti-
vating scalable interactive personalization. The scalable approaches
either (i) predict HRTFs from anthropometry/ear images [32] or (ii)
ask users to select from a small database [20]; both are limited by
model bias and by noisy, effortful judgments. Spatial perception is
also shaped by self-motion, yet head tracking is rarely treated as a
first-class signal for making preference elicitation more informative.

In this paper, we propose an approach to personalize HRTF using
preference learning through head-contingent auditory cues. We
model each listener as a latent preference profile over candidate
HRTFs with an explicit posterior, which is the user state at time
𝑡 ; adaptation is implemented as a personalized querying policy
selecting the next paired comparison conditioned on that state.

At the highest level, this brings a real-time Bayesian interaction
loop into perceptual personalization, where interaction is uncertainty-
aware adaptive querying: the system maintains a posterior over
candidates and chooses the next comparison to maximize infor-
mativeness under noisy human feedback, enabling sensing and
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querying to co-adapt. The key is a minimal-sensing interaction de-
sign for perceptual personalization without instrumentation: no
ear images, no anthropometry, and no personalized ground-truth
HRTF are required; an ear-measure–based prior is an optional ac-
celerator. In addition, we found that head tracking can act as an
information amplifier (not a dependency), and it is achievable with
consumer-grade hardware. It increases query efficiency by making
comparisons more diagnostic through head-contingent cues. This
makes HRTF personalization more scalable without requiring user
ear images or raising privacy concerns.

We evaluate our approach in a controlled within-subject psy-
chophysical study with a fixed-HRTF baseline (non-interactive) and
uncertainty-aware adaptive querying (interactive), crossed with
head tracking (on/off) and with/without an ear-measure–based
prior (as optional acceleration). From a pool of 93 candidate HRTFs,
a bounded budget of 𝑇max = 20 comparisons (≈6 minutes) yields di-
rectional posterior evidence for localization improvements concen-
trated in the front hemisphere (suggestive azimuth and front–back
reductions), with participant-level heterogeneity and a partially
mitigated elevation trade-off, relative to a fixed-HRTF baseline; we
do not claim generalization beyond this pointing-task paradigm.

To improve reproducibility, we provide the data and the code for
the prototype interaction interface used in the study. 1

2 Related Work
HRTF personalization can be achieved in several ways. These in-
clude physical measurement and simulation, as well as morpho-
logical prediction using anthropometric data or ear images. Other
methods rely on interactive perceptual selection, where users judge
candidate HRTFs. More recently, individualization based on ma-
chine learning has also emerged. We connect these approaches by
framing personalization as human-in-the-loop inference, in which
self-motion cues and uncertainty-aware interaction increase the
information extracted from each judgment.

HRTFMeasurement, Datasets, and User Selection. Individual HRTFs
are measured in controlled setups or simulated from 3D geome-
try [1], but both are limited for professional use. Public datasets
(CIPIC [2], HUTUBS [7], SADIE II [15]) enable standardized evalua-
tion. Paired-comparison protocols can let user select frommeasured
databases to outperform static baselines, but are time-consuming
for large dataset and sensitive to noisy judgments [16].

Morphology-Based HRTF Individualization. Early studies match
simple body measurements with existing HRTF databases [27].
More recently, researchers have employed deep neural networks to
construct personalized HRTF directly [11], predict how individuals
perceive sounds from different directions [31], and capture highly
specific acoustic details [3]. Such methods reduce user burden and
offer an efficient prior, but they are limited by dataset/model bias
and the imperfect link between physical features and subjective
preference, often missing idiosyncratic or perceptually important
errors and thus motivating interactive refinement.

Head-Tracked Rendering. Dynamic listening improves spatial
perception: head motion provides time-varying cues that reduce
1https://github.com/yuchen-tsai/Hear-to-Hear

confusions and support externalization and stability [6, 28]. Mar-
tin and Picinali [18] found that individualized HRTFs increased
perceived realism in static listening, but enabling head movement
altered the pattern of benefits for realism versus localization. Unlike
prior work that often treats head tracking as a rendering enhance-
ment, we treat head-contingent cues as an information source that
can change query efficiency during personalization.

Preference Learning Under Uncertainty. Paired comparisons are
often modeled using Thurstone or Bradley–Terry approaches [5,
26], with extensions like Davidson and Rao–Kupper to handle ties
(“no preference”) [10, 24]. Bayesian methods, e.g. Gaussian process
preference learning and TrueSkill-style models, are also widely used
for learning from comparative feedback [8, 13]. Active preference
learning then chooses which comparisons to show by maximizing
informativeness (e.g., expected information gain) [14, 19], which
we adopt to reduce interaction burden under noisy feedback.

Summary and Positioning. Building on scalable morphology-
based priors, perceptual selection methods, and evidence that head
motion shapes spatial hearing, we frame HRTF personalization
as a standard user-adaptation loop: maintain a latent user state
(preferences + uncertainty), update it from interaction, and adapt
system behavior via query selection (personalized information gath-
ering). This unifies head-contingent cues and uncertainty-aware
interaction as first-class signals for efficient personalization while
surfacing cold-start, heterogeneity, stability/drift, and experience-
level outcomes alongside accuracy.

3 Bayesian User Model and Adaptation
Users go through a Bayesian adaptive pairwise-comparison stage
(Fig. 1) used to select a single “best” HRTF subject from a finite set
(e.g., 93 HUTUBSHRTFs, or 94 if the user’s own ear-measuredHRTF
is included). The listener performs direct comparisons between two
HRTF binaural renderings; a TrueSkill-style probit model maintains
a latent utility and uncertainty per subject and is updated after each
comparison. Pair selection is adaptive: an initial mini-tournament
over a small diverse subset is followed by a main phase that chooses
the next pair to maximize expected information gain (EIG) about
the identity of the best HRTF. This stage ends when the current
leader is very likely to beat the runner-up, meaning the posterior
probability exceeds a confidence threshold (e.g., 0.95). The chosen
best is then used in the localization test.

3.1 The personalization process
Each HRTF item 𝑖 ∈ 1, . . . , 𝑛 is associated with a latent preference
strength (utility) 𝑢𝑖 , which is assumed to follow a normal distri-
bution N(𝜇𝑖 , 𝜎2𝑖 ), where 𝜇𝑖 and 𝜎2𝑖 denote the posterior mean and
posterior variance of the utility, respectively. When comparing 𝑖 vs.
𝑗 , the observed performance difference is 𝑑𝑖 𝑗 = (𝑢𝑖 −𝑢 𝑗 ) + 𝜂 where
𝜂 ∼ N(0, 2𝛽2eff ), and 𝛽eff is the effective trial noise. The outcome
is determined by the sign of 𝑑𝑖 𝑗 relative to a draw margin 𝜀 ≥ 0: 𝑖
wins if 𝑑𝑖 𝑗 > 𝜀, 𝑗 wins if 𝑑𝑖 𝑗 < −𝜀, and it is a draw (“Can’t tell”) if
−𝜀 ≤ 𝑑𝑖 𝑗 ≤ 𝜀. The posterior over (𝜇𝑖 , 𝜎𝑖 , 𝜇 𝑗 , 𝜎 𝑗 ) is updated after each
comparison using closed-form probit updates.

https://github.com/yuchen-tsai/Hear-to-Hear
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(1) Onboarding: A mini-tournament is run on a diverse subset
of 𝑘 = 5 candidate indices (selected via 𝑘-means on HRTF PCA co-
ordinates, with the ear-measure–based predicted HRTF optionally
appended). First, HRTF1 and HRTF2 are compared; the winner then
faces HRTF3, and so on, taking 𝑘 − 1 trials to seed the posteriors.

(2) Update Equations: Latent utilities are updated using a
TrueSkill-style probit model. Without loss of generality, let 𝑖 denote
the winner and 𝑗 the loser. The update is driven by the standard-
ized difference 𝑑 = (𝜇𝑖 − 𝜇 𝑗 )/𝑐 , where 𝑐2 = 𝜎2𝑖 + 𝜎2𝑗 + 2𝛽2eff and
draw margin 𝜀. Define 𝑡 = (𝜇𝑖 − 𝜇 𝑗 − 𝜀)/𝑐 , 𝑣 = 𝜙 (𝑡)/Φ(𝑡), and
𝑤 = 𝑣 (𝑣 + 𝑡), where 𝜙 and Φ are the standard normal PDF and CDF.
The posterior parameters are then updated as 𝜇′

𝑘
= 𝜇𝑘 + 𝑠𝑘𝜎2𝑘𝑣/𝑐

and 𝜎 ′ 2
𝑘

= 𝜎2
𝑘
max

(
𝜅, 1 − 𝜎2

𝑘
𝑤/𝑐2

)
for 𝑘 ∈ {𝑖, 𝑗}, where 𝑠𝑖 = +1,

𝑠 𝑗 = −1, and the variance floor is 𝜅 = 10−9.
If a draw is observed, we define 𝑎 = (−𝜀/𝑐) −𝑑 and 𝑏 = (𝜀/𝑐) −𝑑 .

The likelihood-based updates use:

𝑣 =
𝜙 (𝑎) − 𝜙 (𝑏)
Φ(𝑏) − Φ(𝑎) , 𝑤 = 𝑣2 + 𝑎𝜙 (𝑎) − 𝑏𝜙 (𝑏)

Φ(𝑏) − Φ(𝑎) .

Applying 𝑣 and 𝑤 to the same mean and variance update equa-
tions pulls 𝜇𝑖 − 𝜇 𝑗 toward 0 (indifference) and reduces uncertainty,
avoiding overconfidence when listeners are unsure.

We interpret query selection as adaptive system behavior con-
ditioned on the user state. To handle lapse rates 𝜆 and early-trial
uncertainty, the update uses an effective noise 𝛽eff :

𝛽eff = 𝛽 ·
(
1 + 𝛼anneal 𝑒−𝑡/𝜏anneal

)
︸                      ︷︷                      ︸

early-trial annealing

·
(
1 + 𝛼rt 𝑒−𝑟/𝜏rt

)
︸             ︷︷             ︸

response-time (optional)

· 1
1 − 𝜆︸︷︷︸

lapse inflation

,

where 𝑡 is the current trial, 𝑟 is response time in seconds.
(3) EIG: To select the next pair (𝑖, 𝑗) from the candidate set

(leader, runner-up, top-𝐾𝜇 means, and top-𝐾𝜎 uncertainties), the
system maximizes a Monte Carlo approximation of the EIG about
the best HRTF𝑊 , with exploration probability 𝜀explore = 0.06. The
prior winner entropy is estimated using 450 Monte Carlo samples,
and each outcome in the EIG calculation uses 300 samples.

The system schedules queries by choosing the next pair (𝑖, 𝑗)
to maximize Expected Information Gain (EIG) regarding which
candidate is the true best𝑊 = argmax𝑘 𝑢𝑘 :

EIG(𝑖, 𝑗) = 𝐻 (𝑊 ) − E𝑦
[
𝐻 (𝑊 | 𝑦)

]
,

where 𝑦 ∈ {win, loss, draw} is the outcome.
(4) Stopping Criteria: The stage exits when the probability

𝑃 (leader beats runner-up) ≥ 𝑝stop and the leader wins a confir-
mation trial against the runner-up. To balance information gain,
participant burden, and session length in a within-subject design,
all interactive conditions were evaluated under a matched interac-
tion budget of 𝑇max = 20 comparisons; this cap reflects a fatigue
compromise rather than a convergence guarantee.

Hyperparameters used in our study are summarized in Table 1.

4 Evaluation
The goal of this evaluation is to test an interaction paradigm in
which interaction is uncertainty-aware adaptive querying: the sys-
tem uses in-situ perceptual feedback to update a posterior over
candidate HRTFs and chooses the next comparison to be maxi-
mally informative under noisy judgments. We compare this to a

Table 1: Hyperparameters of the Bayesian personalization
model.

Symbol Value Description
𝜎0 1.0 Initial utility uncertainty.
𝛽 0.6 Base comparison noise.
𝜀 0.25 Draw margin (half-width of draw region).
𝜆 0.06 Lapse rate (random choice probability).
𝛼anneal 1.0 Early-trial annealing scale.
𝜏anneal 8.0 Annealing time constant (trials).
𝛼rt 0.8 Response-time noise scale.
𝜏rt 0.7 RT time constant (seconds).
𝐾𝜇 , 𝐾𝜎 7, 7 Candidate pool size filters.
𝑝stop 0.95 Confidence threshold for stopping.
𝑇max 20 Interaction trial budget cap (trials).

non-interactive fixed-HRTF baseline, and additionally test whether
head tracking improves diagnostic comparisons.

4.1 Participants and Apparatus
We recruited 𝑁 = 16 participants (9 males, 7 females; aged 20-
29, 𝑀 = 22.94, 𝑆𝐷 = 3.05), all reporting normal hearing and no
known vestibular disorders. No prior experience with spatial audio.
The study followed a Latin-square counterbalanced within-subjects
design. Participants were assigned to eight Latin square conditions
in randomized recruitment order so each condition included two
participants. All participants completed the full study.

We selected a pool of 93 HRTFs from the HUTUBS database [7],
chosen to span substantial anthropometric diversity and excluding
those without ear anthropometry data. Our apparatus consists of
consumer grade hardware. Audio was presented binaurally over
circumaural Sony WH-1000XM6 headphones in a quiet room. To
avoid latency, jitter, and DSP coloration that degrade spatial cues,
the headphones were used in powered-off passive (wired) mode.
Head tracking was achieved at ≈ 70 Hz using a Meta Quest 3 VR
head-mounted display via Quest Link. A Godot Engine application
on aWindows 11 PC streamed head pose to the experiment software
through a lightweight Python UDP server, and participants sat on
a swivel chair to allow natural, unconstrained rotation. The VR
headset can be removed during deployment, since many consumer-
grade headphones already track head movement, though they do
not provide access to raw data. System responsiveness met real-time
requirements, with end-to-end query updates completing in under
1 second and no perceptible lag in head-contingent rendering.

The total session duration was approximately 150 minutes, com-
prising: ear measurements (≈15 min), four rounds of 20 pairwise
comparisons (≈6 min per round), eight localization tests (≈13 min
each), and feedback forms (≈7 min). Stimuli playback alternated
between directions (20◦,−30◦) and (160◦, 30◦) for Group 1, and
(340◦,−30◦) and (200◦, 30◦) for Group 2. Playback actions were
limited to 3 per stimulus to manage fatigue.

4.2 Experimental Design and Conditions
The experiment employed a 2 (Head Tracking) × 4 (HRTF Method)
factorial design, resulting in eight experimental conditions2:
2We use the abbreviations (g, gh, e, ...) for conditions hereafter.
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Figure 2: Posterior Bayesian summaries vs. baseline gh. (a) Absolute azimuth error contrasts (|ΔΦ|; lower Δ is better). (b) Absolute
elevation error contrasts (|Δ𝜙 |; lower Δ is better). (c) Great-circle error contrasts (lower Δ is better). (d) Precision category
proportions at 𝜃 = 45◦ (higher is better). (e) Front–back confusion proportions at 𝜃 = 45◦ (lower is better). Points are posterior
medians; thick and thin bars denote 50% and 95% highest-density intervals (HDIs).

• g: Generic / Tracking OFF
• gh: Generic / Tracking ON
• e: Ear-measured / Tracking OFF
• eh: Ear-measured / Tracking ON
• eu: Ear-measured + Preference / Tracking OFF
• euh: Ear-measured + Preference / Tracking ON
• u: Preference-only / Tracking OFF
• uh: Preference-only / Tracking ON

In conditionswith preference learning, comparisonswere scheduled
and posteriors were updated using the Bayesian user model and
adaptive pair-selection policy described in Section 3.

This design separates (i) a non-interactive fixed-HRTF baseline
from (ii) uncertainty-aware adaptive querying, while treating ear-
measure–based individualization as an optional prior (acceleration
mechanism) rather than as a required input modality. It also isolates
head tracking as an information amplifier (ON/OFF) rather than a
dependency of the interaction loop.

4.2.1 Head Tracking Manipulation. In the ON condition, audio
updated in real time based on participants’ head movements to
provide motion-contingent cues, whereas in the OFF condition,
sound rendering remained static without coupling to head motion.

4.2.2 HRTF Method Conditions. Generic Baseline: A fixed, non-
personalized, population-averageHRTF (specifically, the pp31HRTF
from the HUTUBS dataset, representing the center of its Principal
Component Analysis space) was used throughout, with no interac-
tion or adaptation. Ear-measured Individualized:We collected
ear measurements from each participant (approximately 15 minutes
each). A single-shot HRTF prediction was obtained from ear mea-
surements by performing inference on the HRTF personalization
model of Wang et al. [29]. We retrained the model using a reduced
set of anthropometric variables (dropping 14 of the original 28
inputs). In our leave-one-out cross-validation (LOOCV) baseline
using their original implementation, we obtained a log-spectral
distance (LSD) of 4.155 dB, whereas our restricted-input model
achieved an LSD of 4.099 dB (validation MSE: 0.896 vs. 0.875), rep-
resenting comparable reconstruction quality under significantly
reduced user input requirements. Preference-only: Interactive,
uncertainty-aware preference learning initialized from the generic
baseline HRTF, with no morphological prior. The 20 pairwise com-
parisons take about 6 minutes for participants. Ear-measured +

Preference Learning: Interactive, uncertainty-aware preference
learning initialized from the ear-measure–based HRTF.

4.3 Localization Tasks and Metrics
This stage assesses spatial localization accuracy under the 8 condi-
tions described above (Section 4.2). For the four preference-learning
conditions, the localization test was administered after the pairwise
selection stage using an interface designed for the task (Fig. 1b)
and used the single winner HRTF selected for that participant in
that condition; for the non-interactive conditions (Generic and Ear-
measured), we used the corresponding fixed HRTF throughout the
localization trials. Participants are not informed about how their
actions in the pairwise selection stage affect the localization test.

Each trial presents a mono speech stimulus (48 kHz) from TSP
Speech, with the speaker and recording randomly selected while
preventing immediate repetition [25]. Rendering details (head-
relative coordinates, HRTF interpolation, convolution) use real-time
head pose to update head-relative direction, selecting the nearest
candidate HRTF impulse response pair and applying overlap-add
convolution. Trials were drawn from a predefined set of spatial
directions spanning five elevations (+60°, +30°, 0°, −30°, −60°) and
azimuth increments of 40° (0°–320°), yielding a total of 45 unique
target directions. The trial sequence was randomized once at initial-
ization to minimize systematic ordering effects. Participants listen
to spatialized audio from fixed azimuth–elevation positions and
report the perceived sound direction via an interactive localization
interface (Fig. 3). To ensure data integrity, a monitoring routine
continuously assessed head-pose motion during active recording.

To analyze localization accuracy, we define five primary metrics:
(1) Great-circle error: The angular error 𝛿 (𝑇, 𝑅) = arccos(u𝑇 ·
u𝑅) (in degrees) between the target unit vector u𝑇 and response
unit vector u𝑅 . (2) Azimuth and elevation error: The signed
azimuth error is Δaz = ((𝑟az − 𝑡az + 180◦) mod 360◦) − 180◦, which
is wrapped to [−180◦, 180◦]. The elevation error is Δel = 𝑟el − 𝑡el,
where Δel ∈ [−180◦, 180◦]. (3) Precision: Classified when the great-
circle error is small, 𝛿 (𝑇, 𝑅) < 45◦. (4) Front–back classification:
Classified if the trial does not meet precision but the response is
close to the mirrored target direction across the frontal plane, i.e.,
𝛿 ((𝑡 ′az, 𝑡el), 𝑅) < 45◦, where 𝑡 ′az = (180◦ − 𝑡az) mod 360◦. (5) Lateral
and polar errors were measured using the methodology described
by Poirier-Quinot et al. [23].
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4.4 Results
We summarize contrast uncertainty with Bayesian Highest Density
Intervals (HDIs) and directional probabilities (e.g., 𝑃 (Δ < 0)); in-
tervals overlapping zero are interpreted as suggestive rather than
decisive (metric definitions in Section 4.3).

In Fig. 2a, relative to the strongest baseline condition gh, pos-
terior distributions of contrast effects Δ show suggestive azimuth
error |ΔΦ| reductions under personalization: median contrasts show
−4.02◦ for uh-gh (95% HDI/CrI: [−8.17◦, 0.18◦], 𝑃 (Δ < 0) = 0.972;
8/16 users improved) and −3.77◦ for euh-gh (CrI: [−7.89◦, 0.36◦],
𝑃 (Δ < 0) = 0.965). Because the credible intervals overlap zero
slightly, we interpret these as directional or posterior evidence
rather than uniformly decisive effects.

For absolute elevation error |Δ𝜙 | (Fig. 2b), condition g outper-
forms gh by −3.41◦ (95% CrI: [−6.22◦,−0.54◦], 𝑃 (Δ < 0) = 0.991),
providing posterior evidence for tracking-induced elevation degra-
dation (CrI excludes zero). Personalization shows a suggestive mit-
igation of this trade-off relative to gh, with median contrasts of
−1.90◦ for uh (CrI: [−4.88◦, 0.95◦], 𝑃 (Δ < 0) ≈ 0.895) and−1.79◦ for
euh (CrI: [−4.73◦, 1.18◦], 𝑃 (Δ < 0) ≈ 0.882); since these intervals
include zero, the results are directional rather than decisive. De-
scriptive analyses localize tracking-induced elevation degradation
to lower target elevations (+5.44◦ for gh-g, +3.45◦ for uh-u) and
horizontal targets (+4.87◦ / +2.45◦), whereas upper targets show
no degradation and instead suggest improvement under personal-
ization by −2.87◦ for uh-u. This elevation trade-off is participant-
specific: 10/16 participants show worse elevation under uh relative
to u (e.g.,𝑢41 degraded by+21.1◦ using candidate 𝑝𝑝10), while others
improve (e.g., 𝑢37 improved by −18.9◦ using candidate 𝑝𝑝12).

For great-circle error (Fig. 2c), personalization shows a sugges-
tive reduction relative to gh for uh-gh and posterior evidence for
reduction for euh-gh. Median contrasts are −3.32◦ for uh-gh (95%
CrI: [−6.83◦, 0.07◦], 𝑃 (Δ < 0) = 0.971; 11/16 participants improved;
CrI includes zero) and −3.48◦ for euh-gh (CrI: [−7.02◦,−0.15◦],
𝑃 (Δ < 0) = 0.976; CrI excludes zero). Descriptive sector analyses
(not posterior contrasts) suggest that changes concentrate in the
front hemisphere (target azimuths within [−90◦, 90◦], where base-
line errors are high): mean front GC error decreases from 61.32◦
(gh) to 55.52◦ (uh, −5.80◦) and 55.04◦ (euh, −6.28◦); mean front az-
imuth error decreases from 44.05◦ (gh) to 38.78◦ (uh, −5.27◦) and
37.71◦ (euh, −6.34◦); and front-back confusions decrease from 14.0%
(gh) to 9.8% (uh, −4.2 pp) and 9.2% (euh, −4.8 pp). Conversely, rear-
hemisphere mean errors remain similar (rear GC is 52.02◦ for gh
versus 51.34◦ for uh).

Participant-level outcomes are heterogeneous: 11/16 participants
show lower great-circle error under uh-gh, 8/16 show lower az-
imuth error, and elevation remains mixed (10/16 show worse el-
evation under uh relative to u; 13/16 show lower elevation under
uh-gh). Taken together, these analyses provide directional poste-
rior evidence for front-hemisphere improvements in azimuth and
front–back disambiguation, posterior evidence for great-circle re-
duction under euh-gh (and a suggestive reduction under uh-gh),
and a partially mitigated, participant-specific elevation trade-off.

Looking at the posterior category proportions, Precision (𝐺𝐶 <

45◦, Fig. 2d) shows posterior evidence of improvement, increasing
from 43.2% (gh) to 48.5% (uh, 𝑃𝑟 (Δ > 0) = 0.976) and 48.6% (euh,

𝑃𝑟 (Δ > 0) = 0.984). The proportion of Front–back confusions
(Fig. 2e) shows directional posterior evidence of reduction, decreas-
ing from 10.5% (gh) to 8.3% (uh, 𝑃𝑟 (Δ < 0) = 0.927) and 7.7%
(euh, 𝑃𝑟 (Δ < 0) = 0.971). Polar error shows a suggestive mean
reduction of −5.29◦ for uh-gh (67.20◦ vs. 72.49◦), while lateral error
remains stable (19.69◦ vs. 19.93◦). We conducted a sensitivity anal-
ysis across thresholds 𝜃 = 25◦, 35◦, 45◦, 55◦, and 65◦, showing that
these findings are qualitatively robust. The classification of 𝜃 = 45◦
as “precision” follows prior work [18].

4.5 Discussion
Our results suggest a perceptually plausible pattern rather than
uniform improvement: uncertainty-aware personalization provides
directional posterior evidence for front-hemisphere improvements—
suggestive azimuth reductions and posterior evidence for reduced
front–back confusions—with posterior evidence for great-circle re-
duction under euh-gh and a suggestive reduction under uh-gh. Ele-
vation exhibits a trade-off: head tracking degrades elevation versus
static rendering (posterior evidence; CrI excludes zero), and person-
alization shows a suggestive mitigation of this loss; participant-level
outcomes remain heterogeneous. We treat any spectral explanation
as a hypothesis rather than a confirmed mechanism, given that
speech stimuli, despite providing broadband and time-varying lo-
calization cues, may not adequately represent the high-frequency
spectral cues required for accurate elevation perception.

The budget of 𝑇max = 20 was chosen as a fatigue compromise
rather than a convergence guarantee. Replaying trial logs indicates
that preferences continue to refine late in the session: the leader at
trial 𝑇 matches the final winner in only 29.7% of cases at 𝑇 = 10,
and 50.0% at𝑇 = 15. Despite this tight budget, synthetic simulations
(runs=200, 𝑇 = 20) show modest but consistent gains under EIG
selection: it selects a top-10 HRTF in 31.0% of cases (vs. 24.5% for
random selection) with a lower mean rank (26.66 vs. 32.46) and
lower regret (1.81 vs. 1.90). EIG also selects the absolute best HRTF
in 8.5% of cases (vs. 6.5% for random). These findings support EIG
as a useful, budget-aware querying strategy. Our approach supports
personalization without instrumentation: it can run purely from in-
situ feedback, without ear images or anthropometry. Head tracking
optionally amplifies information, making queries more diagnostic,
and the uh-gh comparison allows the personalization effect to be
evaluated independently of head tracking.

The proposed framework is complementary to recent estimation
and personalization approaches rather than a replacement for them.
For example, a learned HRTF reconstruction pipeline taking pinna
images as input such as PRTFNet [17] could be used to generate
a stronger individualized prior or candidate ranking, after which
our preference-learning loop could refine the result using percep-
tual feedback. The LAP24 challenge [9] could help future work
study how robust our preference-learning framework is across har-
monized, multi-dataset candidates and how effectively preference
learning can be used to upsample sparse HRTF measurements.

5 Limitations and Future Work
Our evaluation is limited by ecological validity, and our claims are
restricted to controlled psychophysical evidence. Pointing tasks do
not automatically generalize to real-world VR search, gaming, or
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physical pointing. Future work should evaluate ecological general-
ization in immersive or task-based settings (e.g., VR search, gaming,
or naturalistic pointing). Our cohort comprised 𝑁 = 16 young
adults (20–29 years) selecting from a finite database of 93 candidate
HRTFs over a single short session. All participants were novice
listeners, and closed-back headphones were used in passive wired
mode to standardize consumer usage; these factors were shared
across conditions but may limit demographic and ecological gener-
alizability. While mild fatigue was reported by some participants,
this can be mitigated in future work by integrating the preference-
learning loop into interactive onboarding sequences (such as game
tutorials) rather than sterile pairwise comparisons.

Our method reduces, but does not eliminate, the noisy nature
of subjective auditory preferences. While ear-measure–based in-
dividualization provides a prior, its effectiveness depends on the
accuracy and coverage of the morphological model. Hyperparam-
eters (𝑇max, 𝛽 , and others) were derived from pilot tuning rather
than optimization, and outcomes remain sensitive to these settings.

Our system performs database selection rather than predict-
ing ground-truth HRTFs. Because several contrasts are suggestive
rather than decisive (CrIs overlapping zero), and because participant-
level outcomes are heterogeneous, future work should explore
multi-objective acquisition, elevation-aware stimuli, and sector-
wise evaluation beyond front-hemisphere analyses. Future work
should also validate across diverse demographics and adapt this sen-
sorimotor personalization loop (Fig. 1) to other perceptual modali-
ties (e.g., haptics, accessibility controls, or AR/VR interfaces).

6 Conclusion
This work demonstrates that real-time, uncertainty-aware adaptive
querying can reduce perceptual personalization to a few minutes
(≈6 minutes; 20 comparisons) while yielding directional posterior
evidence for downstream localization improvements in a controlled
pointing task—primarily suggestive front-hemisphere reductions
in azimuth error and front–back confusions, with participant-level
heterogeneity and a partially mitigated elevation trade-off—rather
than uniformly decisive effects across all spatial metrics. By for-
mulating HRTF personalization as Bayesian inference with active
experimental design, we make adaptive querying itself the inter-
action paradigm, and we show how head motion (via optional
head tracking) can serve as an information channel that ampli-
fies the informativeness of in-situ perceptual feedback within this
psychophysical evaluation setting.
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A Supplementary Materials
The calibration phase (pairwise preference) and evaluation phase
(pointing via an azimuth dial and elevation bar, Fig. 3) used different
modalities, which reduces direct re-test effects but leaves broader
generalization questions open.

Figure 3: Localization test UI.

Full Bayesian analysis specifications (finite Gaussian mixtures
with Dirichlet priors on condition weights, multinomial models for
error categories, posterior predictive checks, and Gelman–Rubin
convergence diagnostics), supplementary visualizations (response
heatmaps, head-pose trajectory clustering, HRTF PCA maps, and
anthropometric embeddings), head-motion cluster analyses, and
prior specifications with their impact on outcomes are provided in
our public repository (Footnote 1).
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